The previous proposal (2021) starts here for reference
--- renewal proposal:
PUBLIC ABSTRACT
The Computational Infrastructure for Geodynamics (CIG) is an NSF-funded organization
dedicated to developing, providing, and maintaining a suite of high-quality, open-source
software packages that are widely used in the geosciences to simulate the dynamics of the solid
earth. An important mission of CIG is the development of computational capabilities in the
scientific community we serve, particularly the use of modern numerical methods, software
development methodologies, and high performance computing facilities. To achieve this goal,
we aim to further the scalability of codes used in simulating the fluid flow in the Earth’s mantle,
the deformation of the lithosphere, and in the generation of the geodynamo with the goal of
running large 3D simulations in studying the dynamics of the Earth’s interior.

Computational Infrastructure for Geodynamics Community Code Scaling
The Computational Infrastructure for Geodynamics (CIG) is an NSF-funded organization
dedicated to providing and maintaining a suite of high-quality, open-source software packages
that are widely used in the geosciences to simulate the dynamics of the solid earth (commonly
called “geodynamics”). CIG partners with U.S. and international researchers in the development
of computational modeling software. An important mission of CIG is the development of
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computational capabilities in the scientific community we serve, particularly the use of modern
numerical methods, software development methodologies, and high performance computing
facilities.
Software developed by CIG and associated researchers has been shown to scale to
thousands, tens of thousands, or even more cores. We aim to further the scalability of these
codes to larger machines using the next generation of hardware architectures, so users of these
packages can efficiently run their simulations once these machines become available to the
wider research community.
To achieve this goal, we received an Frontera Pathway allocation of 182k SUs on Frontera to
produce scaling results and example production runs using two CIG community codes: ASPECT
and Calypso for mantle and core dynamics, respectively. These codes are used by a wide range
of research groups on existing XSEDE resources (Stampede2, Comet). The geodynamics
community anticipates using them on the next generation of XSEDE resources to tackle
increasingly complex problems in geodynamics. We know from our years of experience gained
dealing with parallel codes that the scaling runs we propose herein will point out current
bottlenecks. Continued access will help us to further identify the root causes, improve the
scalability of our codes, and test the scaling performance of new features that are developed
concurrently with the work proposed herein.
Based on results we have achieved using a previous allocation, we would like to request a
renewal of pathways allocation that will allow us to continue our work. We discuss our prior
results and propose a future plan below.

1. Summary of results for the early access period and Pathway
allocation 2020
Our current allocation for the period from July 2020 to June 30, 2021 consisted of 182,400
SUs(node hours). As of May 13, 2021, we used 8,949 SUs for the optimization of the codes
ASPECT (6,137 SUs) and Calypso (2,812 SUs) as well as early science applications that will
continue to scale up until the end of the current allocation.
In Calypso, significant time was spent in migrating the Line integral Convolution (LIC) and
domain re-partitioning modules into Calypso. Hence, we were unable to complete full
deployment and testing and have currently only used 2,812 SUs for initial testing. ASPECT has
performed solver improvements and testing up to our largest models to date (214B DoFs) and is
in the process of ramping up scientific application models. By now we used up to 32 nodes for
successful science applications and plan to scale up to 1024 nodes in the coming weeks. We
anticipate this will use a significant part of the remaining allocation.
We will include the results obtained by previous periods in the present report.

1.1 ASPECT
ASPECT (the “Advanced Solver for Problems in Earth ConvecTion”) is a code that simulates
the solid-state, creeping flow of material. It was originally developed to study convection in the
Earth’s mantle but has since also been used to model the deformation in the Earth’s lithosphere
associated with tectonic activity and convection on other planets. ASPECT is a code based on
the deal.II, p4est, and Trilinos libraries, all software packages that are widely used in
computational science and that provide massively parallel finite element, meshing, and linear
algebra capabilities, respectively (see http://www.dealii.org/, http://www.p4est.org/,
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https://trilinos.github.io/, and also https://aspect.geodynamics.org/). ASPECT is developed as an
open source project by a consortium of researchers at UC Davis, Colorado State University,
University of Florida, Clemson University, and New Mexico Tech with contributions from several
dozen other national and international contributors that are acknowledged on its GitHub project
page (https://github.com/geodynamics/aspect).
Before Frontera, we had tested scalability on existing machines (e.g. Stampede2) up to
~24,000 cores with only modest results beyond 10,000 cores. As part of our last two allocations,
we set out to: 1. Perform scaling tests and benchmarks on Frontera, 2. Optimize scaling to
larger problems sizes and core counts, and improve performance, and 3. Prototype new
scientific computations only possible at the large-scale Frontera provides. As we outline below,
we have made very substantial progress in scalability and have started science applications that
will scale up during the remaining time of our current allocation.
As part of our early access allocation, we scaled our algorithms to perform well from 1 billion
DoFs to 27 billion DoFs, which allowed us to identify and fix various bugs with 64 bit indices in
global solution vectors that we would have been unable to find and fix without access to this
large number of cores. Many ASPECT applications can see around 80-90% of the total runtime
taken up in solving the Stokes equations. As part of our prior allocations, we were able to
drastically improve this solver’s performance by replacing the existing matrix-based AMG
preconditioner for the FGMRES solve with a newly developed matrix-free geometric multigrid
(GMG) preconditioner, which was published last year [4, 5]. The new solver reduces memory
consumption by 5x and, at the same time, is often 2x faster than before. Our current pathways
allocation allowed us to further extend this optimization by testing different Krylov solvers that
require less memory than the FGMRES solver we have used in the past. After testing we settled
on a low-recurrence IDR(2) method that exhibits similar iteration counts and scaling for a further
reduction in required stored vectors by 3x, which was published this year [3]. This brings our
total improvements to a 14x reduction in memory requirements compared to pre-Frontera
models and a significant improvement in both strong (minimum DoF per process) and weak
scaling behavior and iteration count as well as solve time.
Figure 1 summarizes the results for the matrix-free GMG-based preconditioner inside
ASPECT for globally refined meshes and different model resolutions on Frontera. MPI
communication is used with one thread per MPI rank, and vectorization within a single
processor is utilized in the matrix-free matrix-vector products. We see good strong scaling to
around 15-60K unknowns/core (dashed lines) and excellent weak scaling from 6 million to 214
billion unknowns (arrows).
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Figure 1. Strong scaling and weak scaling for the full matrix-free Multigrid Stokes solver (right) and one
application of the GMG-based block preconditioner (left). Running in ASPECT on Frontera.

It is a significant milestone to solve a 3d problem, using a higher order discretization on
adaptively refined meshes, with such a large problem size. This is, in fact, one of the largest
non-trivial problems ever run with the deal.II library.

Figure 2. ASPECT prototype application on Frontera. Three-dimensional high-resolution mantle
convection models based on seismological observations that generate realistic surface plate motions. (a)
The effective viscosity field showing the equatorial plane and the plate boundaries in red. NA: North
American plate, MAR: Mid-Atlantic Ridge. (b) Zoom into the Mid-Atlantic showing the finest resolution
cells. (c) Comparison of our modeled surface motions with a recent study, Tutu et al., (2018) [10].

In addition we created prototype science applications that were not possible before Frontera
(Fig. 2). These models are essential to understand the driving forces behind plate tectonics. The
models employ complex material properties of the mantle, adaptive mesh refinement to resolve
plate boundaries at scale of ~ 8 km (with a goal of a 1 km resolution during the current allocation
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period), and utilize our developed Stokes solver. Our preliminary models used 1,792 cores and
solved for over 1.8 billion DoFs in 10 hours of wallclock time. With these runs, we are able to
make fair comparisons with similar-sized models available in the recent scientific literature (Fig.
2 (c)) and are currently preparing a publication about the results.

1.2 Calypso
Calypso is a three dimensional magnetohydrodynamics (MHD) model to solve geodynamo
problems. It uses a pseudo-spectral method for toroidal and poloidal components in
combination with a finite difference method for radial components. Calypso is parallelized
through both MPI and OpenMP. In MPI parallelization, the directions of domain decomposition
are changed in the spherical harmonics transform. A parallel volume rendering module is
included in Calypso to enable visualization during the simulation runtime. We tested the
scalability and performance of Calypso on Frontera up to 512 nodes (28,672 cores) with four
different spatial resolution cases. As seen in Figure 3, both simulation and volume rendering
maintain good scaling up to 28,672 cores.
While these scaling results primarily reflect MPI parallelization, we also investigated the
performance of OpenMP parallelization through additional testing. In these tests, we fixed the
spatial resolution and total number of processor cores, while changing the relative number of
OpenMP threads and MPI processes. As seen in Figure 4, OpenMP maintains good scaling
performance between 2 and 28 threads, though with a clear optimum in the high single-digit
range – in line with the experience with many other OpenMP-enabled codes.

Figure 3. Strong scaling of Calypso on TACC Frontera for up to 28,672 processor cores. Simulations are
performed along volume rendering, and elapsed time is measured for both the simulation (left) and
volume rendering (right) part. Ideal scaling is shown using solid lines.

Figure 4. Elapsed time for simulation and volume rendering
with fixed resolution (Lmax=511) and fixed number of processor
cores (56x128 cores) as a function of OpenMP threads. The
performance slows down in the cases with more than 28
threads.
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Comparing with the performance on Stampede2, simulation time on Frontera is approximately
10 to 20% slower due to data communication in the spherical harmonic transform.

1.4 Publications and other communications
Publications [1]-[6] and other citations are, in part, enabled by the last allocation on Frontera.

2. Proposed Work
2.1 ASPECT
2.1.1 Technical aspects
For this proposal, we plan to work on improving the robustness of our Stokes solver in regard
to localized viscosity variations. We will in particular investigate different preconditioners for the
Schur complement block of the Stokes operator. Better approximations than the currently used
inverse viscosity-weighted pressure mass matrix exist [7], but have so far not been implemented
in openly available and flexible codes like ASPECT. We in particular anticipate implementation
challenges for situations not commonly addressed so far, such as deforming ALE meshes or
higher-order mappings for curved geometries. Large-scale models on Frontera are needed for
testing these preconditioners, because problems manifest as increasing iteration numbers when
viscosity variations are most localized compared to the increasing model size.
Another area for technical improvement will be the time-evolution of advected quantities like
chemical composition or accumulated strain. ASPECT contains a particle tracking system that is
actively used and has been shown to scale to up to 10,000 cores. However, scalability beyond
this point is limited by the load-balancing between mesh-based and particle-based load. We will
investigate new load balancing schemes, in particular continuous rebalancing during each
timestep and investigate if this large (but relatively independent of model size) cost can improve
scalability for large scale problems.

2.1.2. Science-driven goals
Successfully tackling the technical aspects discussed above will enable answering diverse
scientific questions by the ASPECT community and will have an impact beyond this allocation. It
is worth pointing out that ASPECT is used by a large and diverse user community in dozens of
research groups around the world, and that making its functionality available on larger machines
will enable these groups to run simulations beyond those that currently drive the science done
using this code (typically, in the 100s to low 1000s of cores).
We will extend the prototype science applications we developed in the previous phase and
focus on the applications that have proved most interesting for largest-scale models. These are
in particular global 3D whole mantle convection simulations with varying viscosity and distinct
plate boundaries. We will perform medium-scale tests to assess the influence of various model
parameters, and select 3 large-scale models:
A. Mantle flow simulations based on whole mantle seismological constraints as the driver to
plate tectonics;
B. Using mineral physics relations to compute the equilibrium mineral grain size in the
Earth’s mantle to compute more realistic viscosity distributions; and
C. Varying the strength and width of plate boundaries to investigate their influence on plate
motions.
All of these are goals outlined in NSF-funded projects in which the PIs of this proposal are
participants (EAR-1925677, EAR-1925575).
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2.2 Calypso
2.2.1 Technical aspects
We obtained good performance by using MPI and OpenMP hybrid parallelization for
simulation and parallel volume rendering (PVR) of scalar components. Previous work has found
that performance is highly dependent on the direction of parallelization. We plan to investigate
the best combination of parallelization level in each direction and the best ordering of the data to
reduce the communication time to improve performance.
Data in Calypso can be visualized during and post simulation runs. PVR is used for
visualization of the scalar component, and Parallel Line Integral Convolution (LIC), newly
developed, to visualize vector fields (Liao et. al, 2019 [8]). The PVR module already has good
parallel performance on Frontera (see the right panel of the Figure 3), but a previous study
suggests that the LIC module needs a different domain decomposition from that of the
simulation (Liao et al., 2019 [8]). Consequently, more optimization is required to improve the
performance of the LIC module coupled to the simulations on Frontera.

2.2.2 Science-driven goals
We will develop and investigate a sub-grid scale model (SGS) model to model the effects of
turbulence on the large scale convection and magnetic field generation of the Earth's core
(Matsui and Buffett, 2013 [9], 2019 [6]). In previous studies, we only investigated the
characteristics of the SGS terms from resolved, direct simulations. To establish the validity of
this approach, it is necessary to perform both large- and small-scale simulations for reference
on Frontera. In addition, we will perform fully resolved simulations by using nonlinear terms
which are obtained by filtered large-scale fields to investigate which turbulence process is the
most important for generating and sustaining the geodynamo.
Calypso has 8 active users in 4 universities. Several projects are starting:
E. Geodynamo modeling in the past Earth which has smaller solid inner core than present
F. Investigation of energy transfer between kinetic and magnetic energies during the
geomagnetic dipole reversal.
G. Comparison of behaviour of the dipole component between dynamo simulation and
observed geomagnetic field using stochastic model.
H. Wave propagation at low latitudes in the stratified layer of the top of the outer core.
The improvement of the performance on Frontera is expected to be applicable for Frontera
and other supercomputers with similar architecture.

2.3 Rayleigh
2.3.1 Technical aspects
Rayleigh is an open-source community dynamo code developed through CIG (NSF 0949446,
1550901). It solves the fully nonlinear MHD equations of motion for a compressible fluid in a
rotating spherical shell under the anelastic approximation and employs a pseudo-spectral
algorithm with spherical harmonic basis functions and mixed time-stepping (Adams-Bashforth /
Crank-Nicolson). A poloidal/toroidal representation ensures that the mass flux and magnetic
field remain solenoidal. This code has been performance tested extensively on XSEDE's
Stampede2 (See Fig. 5), NASA's SGI Pleiades system and Argonne's Blue Gene/Q system,
Mira. Rayleigh demonstrates strong scaling with 80% of ideal efficiency up to 131,072 cores for
20483 problem sizes using pure MPI. An OpenMP/MPI hybrid mode of this code has allowed an
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additional factor of 2 in scalability on Mira. Rayleigh was also used in a DOE INCITE project
which was awarded 820 million core hours through 2015 to 2018.

Figure 5. Rayleigh's scaling on the TACC Stampede 2. Strong scaling results are shown on the left, and
weak scaling results are shown on the right. Ideal scaling (O(Nnode-1) and O(Nnode-2/3) for the strong and
weak scaling, respectively) is plotted by solid lines. Only MPI is used for the parallelization in the tests.

Rayleigh is currently being developed and optimized for GPUs on desktop computers with
only a single GPU. Development will continue on systems that include multiple GPUs, such as
Frontera and NASA’s Pleiades. Once completed the code will be optimized and benchmarked
out to higher core counts that are needed for high-resolution dynamo simulations.

3. Resource usage plan
As of May 13, 2021, we used approximately 5% of the total allocation since the larger planned
production runs for ASPECT or Calypso were delayed, but are expected to take place over the
next weeks. The proposed usage plan for ASPECT and Calypso for Frontera follows and
contains reduced resource requests to make sure we use the requested resources efficiently.

3.1 ASPECT
The proposed work in Section 2.1 can be split into two parts: technical aspects that require
continuous and highly variable SUs, and science-driven runs. For the second part, we propose
to develop large, prototypical applications for: (i) global, 3d, spherical, high resolution mantle
convection in spherical geometry with plate boundaries, (ii) the influence of mineral-grain size
on rheology, and (iii) the influence of plate boundary strength and width on deformation and
plate motion.
The work for ASPECT will be primarily performed by Dr. Timo Heister and collaborators at
Clemson University (Stokes solver improvements) and Dr. Rene Gassmoeller and Dr. Arushi
Saxena at University of Florida (particle scaling and science applications).

3.2 Calypso
We plan to perform simulations with the truncation of the spherical harmonics at Lmax = 511
and 768 radial grid points on 256 nodes of Frontera. Based on Figure 3, we expect that we can
perform 2,000,000 steps for 12 days of wall clock time. To establish the validity of this approach,
it is also necessary to perform small scale simulations including the SGS model on Frontera. For
the model including the SGS model, 32 nodes for 200 hours will be used for SGS model
simulations with smaller spatial resolution.
The work for Calypso will be performed by Dr. Hiroaki Matsui at University of California, Davis.
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3.3 Rayleigh
We plan to develop and optimize the Rayleigh code for computation on CPU and GPU. We
use the OpenACC for off-loading to GPU, and investigate the best usage of CPU and GPU for
calculations in Rayleigh. We request 3,000 SUs for the present development.
Dr. Ryan Orvedahl at University of California, Davis will perform the work for Rayleigh.

3.4 Resource table
The summary of the resource usage plan is given in the following table.
Type of computation

Resources per model

Total resources

ASPECT solver scaling tests,
development, benchmarks, etc.

Highly variable
(1 - 10,000+ SUs)

15,000 SUs

Medium-scale parameter studies to
select large-scale runs

1,000 - 3,000 SUs

10,000 SUs

20,000 SUs

60,000 SUs

Calypso optimization and tests
(including visualization)

LIC optimization: 10,000 SUs

10,000 SUs

SGS modeling for geodynamo
simulations by Calypso

76,000 SUs for large scale DNS
6,400 SUs for SGS model

82,400 SUs

Rayleigh optimization and tests

3,000 SUs

3,000 SUs

Rayleigh GPGPU development

3,000 SUs on GPU

3,000 SUs on GPU

3 large-scale global runs, ASPECT

Total requested: 180,400 for Frontera and 3,000 SUs for Frontera GPU

3.5 Disclosure of Access to Other Compute Resources
CIG has access to the following resources from Apr. 1, 2021 to Mar. 30, 2022 under award
TG-EAR080022N (used/total SUs):
TACC Ranch storage
TACC Stampede
SDSC expanse.ucsd

0/2,048
16/50,000
192,734/1,377,206

SDSC expanse-ps.ucsd
PSU bridges2-gpu
PSU bridges2 storage

0/2,048
0/15,000
0/2,048

CIG has access to the Peloton cluster at UC Davis with 109 compute nodes (5,536 cores).
T. Heister has access to the Palmetto cluster at Clemson University with currently 2,079
compute nodes (23,072 cores) and which allows scaling runs with up to about 2,000 cores.
A. Saxena and R. Gassmoeller have access to a 500 core allocation on the UF HiPerGator
cluster.
H. Matsui has access to the cluster at the National Institute of Polar research of Japan with 18
computational nodes (720 cores) and allows each run on up to 8 nodes (320 cores).
R. Orvedahl has access to the NASA Pleiades system with 2,016 Broadwell compute nodes
(56,448 cores) as well as 38 GPU-enhanced nodes that use Cascade Lake CPUs with NVIDIA
Tesla GPUs.
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